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Reinforcement Learning!
Evolutionary Strategies! 

Architecture Search!
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We’ve covered many types of networks… 

How do you figure out what architecture to use? 

How do you optimize a topology? 



Outline

• Evolutionary algorithm review


• Reinforcement learning introduction


• Example of evolutionary search—applied to R.L. neural 
network training!


• Exploration of architectures with E.S. and R.L.

Warning: Don’t try these techniques at home.



Evolutionary Algorithms
1. Initialize: Generate an initial population. 


2. Evaluate the fitness of each item in that population.


3. Evolve: Loop on the below steps:

i. Select best-fit individuals for reproduction.

ii. Obtain new individuals through crossover and/or mutation 

operations.

iii. Evaluate the fitness of new individuals.

iv. Replace least fit individuals in population with new 

individuals.

https://en.wikipedia.org/wiki/Population
https://en.wikipedia.org/wiki/Fitness_function
https://en.wikipedia.org/wiki/Reproduce
https://en.wikipedia.org/wiki/Crossover_(genetic_algorithm)
https://en.wikipedia.org/wiki/Mutation_(genetic_algorithm)




NASA ST5 spacecraft antenna





• forward(length, radius): Add a wire with the given length 
and radius extending from the current location and then 
change the current state location to the end of the new wire


• rotate-x(angle): Change the orientation by rotating it by the 
specified amount about the x-axis


• rotate-y(angle): Change the orientation by rotating it by the 
specified amount about the y-axis


• rotate-z(angle): Change the orientation by rotating it by the 
specified amount about the z-axis 





How could you run this algorithm to get results 
quickly?



Parallelizes well over CPUs! 

No GPU needed.



Characteristics
• Flexible


• Robust


• Parallelizable


• Approximate (no guarantee of optimality)


• Sample uses:

• Scheduling

• Routing

• Circuit design

• Spam filtering



E.S. for Training N.N.

“Neuroevolution”: 
Neural network optimization through evolutionary algorithms



Where exactly could this be useful?



Try E.S. instead of S.G.D. back propagation!



Evolutionary Search

Search a complex multidimensional real-valued space



This is actually also a gradient-based method.



Reinforcement Learning

• Learn what actions to take in an environment so as to 
maximize reward


• You have a set of possible moves. Each move changes 
state, modifying reward in some way. 


• Example: How to play video game





Deep Reinforcement 
Learning

• Define a neural network that takes the current state of the 
world as an input and calculates the probability of taking 
any of the allowed actions


• Typical policy function might have millions of parameters


• Find parameters such that the policy does well



Deep Reinforcement 
Learning Example

From https://blog.openai.com/evolution-strategies/







Training

• Start from a random initialization


• Let agent interact with the environment and record what 
sequence of states seen, what actions taken, and what 
rewards seen


• Back-propagate to compute a small update on the 
network’s parameters that would make the good states 
more likely



Back to E.S. for Training

• Jiggle the parameters of the network! Just treat it as a 
vector of values.


• Optimize f(w) with respect to the input vector w


• Evolve the parameters with an eye towards good network 
performance



• In each iteration, take w and generate a population of 100 
slightly different parameter vectors w1 ... w100 by jittering 
w


• Evaluate each one of the 100 candidates independently 
by running the corresponding policy network in the 
environment, and add up all the rewards in each case


• Updated parameter vector set to the weighted sum of the 
100 vectors, where each weight is proportional to the total 
reward





E.S. vs. Backprop.

• Parallelism


• Ability to handle delayed reward


• Less hyperparameter black magic



What about a non-gradient-based method?



Deep GA

• Uber, December 2017


• Use genetic algorithm to optimize R.L. networks





• Trained deep convolutional network to play Atari games 
from pixels


• Weights optimized with genetic algorithm


• Over 4 million parameters in the CNN


• On many games, outperformed modern deep 
reinforcement learning algorithms (DQN and A3C) and 
pure evolution strategies

• Also faster due to better parallelization





That was Optimizing a Network, 
Now to Architecture Search

• Google, 2016


• “Neural Architecture Search with Reinforcement Learning”


• A typical 10-layer network can have ~1010 candidate 
networks


• How do we know what the network topology should be? 
How do we decide hyperparameters?


• Train an RNN to generate architectures that do well on 
validation sets!



https://research.googleblog.com/2017/05/using-machine-learning-to-explore.html



• Models generated for CIFAR-10 and Penn Treebank with 
performance matching state of the art



https://research.googleblog.com/2017/05/using-machine-learning-to-explore.html

Human AutoML

Penn Treebank



What About Evolution?

• Yes! That works too.



https://research.googleblog.com/2018/03/using-evolutionary-automl-to-discover.html

Sample moves: Remove a convolution, add a skip connection between layers, 
change the learning rate…



https://research.googleblog.com/2018/03/using-evolutionary-automl-to-discover.html

On CIFAR-10





What Did We See?

• Evolutionary algorithms used for optimizing weights for a 
reinforcement learning network. (“Neuroevolution”)


• E.S. and R.L. used to explore architecture space. 
(“AutoML”)


