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Cosine (dis)similarity as loss function

I Given 2 vectors, a and b, the cosine similarity is

arccos
a · b
‖a‖ ‖b‖

which is ≈ 0 when a and b are similar. Can this be used as NN
loss for back-propagation?
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Cosine (dis)similarity as loss function

I Given 2 vectors, a and b, the cosine similarity is

arccos
a · b
‖a‖ ‖b‖

which is ≈ 0 when a and b are similar. Can this be used as NN
loss for back-propagation?

I YES, but it’s not easy.
I What is the derivative wrt. to a?

∂

∂ai

(
arccos

a · b
‖a‖ ‖b‖

)
=

(bi · ‖a‖ ‖b‖)− (ai ‖b‖ · a · b)

‖a‖ ‖b‖2
√

1− ab
‖a‖‖b‖

I Complicated
I Gradient is exploding for a orthogonal to b
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Overview

Convolution IV
Recap normal 2D convolution
Combining Different convolutions
Dilated/Atrous Convolutions
Transpose convolutions (De-convolution?)

Examples
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Recap 2D convolution

Any questions from the last lectures?
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2D conv layer



7/90

2D conv layer
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2D conv layer
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2D conv layer
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2D conv layer
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2D conv layer

6 channel
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2D conv layer

6 channel 11 channel
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2D conv layer

6 channel 11 channel

1x1 kernel
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2D conv layer

3 channel 4 channel

1x1 kernel



15/90

2D conv layer
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1x1 Kernel

I A 1x1 kernel functions as a simple feed-forward neural networks
I The different filters in each layer are equivalent to the different

hidden nodes in a feed-forward neural network
I We can use 1x1 convolutions to reduce number of filters

I The equivalent network deepth/width
I A deeper network requires less number of nodes in a hidden

layer
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Example

50 channel 50 channel

5x5 kernel

... ...
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Example

50 channel 20 channel

5x5 kernel

...

20 channel

......
1x1 kernel
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Kernel size

I Kernel sizes are nearly always
I square (width=height)
I odd numbers
I small
I mostly 3× 3 or 5× 5

I how to chose the kernel size?
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Kernel size

I Kernel sizes are nearly always
I square (width=height)
I odd numbers
I small
I mostly 3× 3 or 5× 5

I how to chose the kernel size?
I Why not both at the same time?
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Combining 2 kernels

3x3 kernel
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Combining 2 kernels

3x3 kernel

5x5 kernel
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Combining 2 kernels

in Layer

out Layer

3x3 kernel 5x5 kernel
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Add more kernels

I Using 3× 3 and 5× 5 at the same times removes the burden
of manually choosing an appropriate kernel

I We can add more operations, e.g.
I 1× 1 convolution
I max pooling
I ...
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Combining 4 kernels

in Layer

out Layer

3x3 kernel max pool1x1 kernel 5x5 kernel
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Dimensionality reduction

I We now, want to keep the number of computations small
I Insert 1× 1 convolutions before the 3× 3 and 5× 5 kernel
I Add another 1× 1 convolution after the max pooling layer
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Combining 4 kernels with dimensionality reduction

in Layer

out Layer

1x1 kernel

3x3 kernel 5x5 kernel 1x1 kernel

max pool1x1 kernel 1x1 kernel
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A network in a network

An entire 

network

in place

of a single

layer
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WE NEED TO GO

DEEPER
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Inception Module

I Based on the movie, this network-in-a-network is called
Inception Module

I Keras code:

input_img = Input(shape=(256, 256, 3))

tower_0 = Conv2D(64, (1, 1), padding=’same’, activation=’relu’)(input_img)

tower_1 = Conv2D(64, (1, 1), padding=’same’, activation=’relu’)(input_img)
tower_1 = Conv2D(64, (3, 3), padding=’same’, activation=’relu’)(tower_1)

tower_2 = Conv2D(64, (1, 1), padding=’same’, activation=’relu’)(input_img)
tower_2 = Conv2D(64, (5, 5), padding=’same’, activation=’relu’)(tower_2)

tower_3 = MaxPooling2D((3, 3), strides=(1, 1), padding=’same’)(input_img)
tower_3 = Conv2D(64, (1, 1), padding=’same’, activation=’relu’)(tower_3)

output = keras.layers.concatenate([tower_0, tower_1, tower_2, tower_3],
axis=1)
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GoogLeNet

I GoogLeNet makes heavy use of this
I Best performing network for image recognition (in 2014)
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Convolution with holes
I Dilated convolution
I inserting holes (‘trous’ in French) between nonzero filter
I algorithme à trous => Atrous convolution

hole hole
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Atrous Convolution
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Controlling the output size

I So far, we considered applications/architectures where the
height/width of the input image

I decreases in each step
I stays the same
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Output shrinks
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Padding can be used to keep the output constant
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Why do we want to keep the output large?

Super resolution

Image Segmenation

Depth
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Super Resolution Example

I Upscale image before processing
I Scale-preserving conv - layers

Image from Dong, C. et. al. “Image super-resolution using deep convolutional
networks”, IEEE Transactions on Pattern Analysis and Machine Intelligence,
vol. 38, no. 2, pp. 295–307, Feb 2016
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Size control

I Can we do better to control the output size?
I Scale up the output size even?
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Size control

I Can we do better to control the output size?
I Scale up the output size even?
I Idea 1: Duplicate input: xyz → xxyyzz
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Size control

I Can we do better to control the output size?
I Scale up the output size even?
I Idea 1: Duplicate input: xyz → xxyyzz
I Idea 2: Turn the convolution kernel around

I Technically a transposed convolution
I In the literature sometimes incorrectly called as deconvolution
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Transpose convolution (3x3)
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Transpose convolution (3x3)
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Transpose convolution (3x3)



53/90

Transpose convolution (3x3)
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Transpose convolution (3x3)



55/90

Transpose convolution (3x3)
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Transpose convolution (3x3)
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Transpose convolution (3x3)
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Frame

I Each input position is mapped to a larger output area
I Each output position is visited multiple times
I We can include a stride (how many pixels we skip)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)
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Transpose convolution (3x3) with stride (2x2)



66/90

Transpose convolution (3x3) with stride (2x2)
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Overlapping kernel output
If stride and kernel size do not match up, some positions get more
inputs than other positions

kernel 2

kernel 3

kernel 4
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Checkerboard artifact
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Overlapping kernel output
I Not well adjusted kernel/strides can be a problem

I The network learns to deal with the situation
I Weights at the border of the kernel tend to be closer to zero

than at the middle

On the other hand:
I Even adjusted kernel/stride settings may lead to checkerboard

pattern
I For example there might be one weight that is significantly

larger than the rest
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Code

I Keras

keras.layers.Conv2DTranspose(filters,
kernel_size,
strides=(1, 1))

where:

filter is number of channels in the next layer
kernel_size = (w, h) is the kernel
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Image Segmentation
I Let’s construct a network to do semantic segmentation
I For each pixel, we want to generate a probability distribution

over a set of possible classes

I Elements at different scales should be recognized
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Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer
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Image Segmentation

Input image (w x h x 3)

Conv
ReLU
Conv
ReLU
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Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer

I Then we do a max-pooling to reduce the size
I However, we keep a branch at the original size
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Image Segmentation

Input image (w x h x 3)

Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)
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Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer

I Then we do a max-pooling to reduce the size
I However, we keep a branch at the original size

I We repeat this
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Image Segmentation

Input image (w x h x 3)

Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/4 x h/4 x l)



78/90

Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer

I Then we do a max-pooling to reduce the size
I However, we keep a branch at the original size

I We repeat this, a few more times
I Each downscaling serves to detect objects at that scale
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Image Segmentation

Input image (w x h x 3)
Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/4 x h/4 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/8 x h/8 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/16 x h/16 x l)

Conv
ReLU
Conv
ReLU
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Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer

I Then we do a max-pooling to reduce the size
I However, we keep a branch at the original size

I We repeat this, a few more times
I Each downscaling serves to detect objects at that scale

I Then, we scale everything up to the same size and
concatenate the channels
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Image Segmentation

Input image (w x h x 3)
Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/4 x h/4 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/8 x h/8 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/16 x h/16 x l)

Conv
ReLU
Conv
ReLU upsample 16x

upsample 8x

upsample 4x

upsample 2x

Concat
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Image Segmentation

I We start, like nearly all neural networks, with a few (Conv,
ReLU) layer

I Then we do a max-pooling to reduce the size
I However, we keep a branch at the original size

I We repeat this, a few more times
I Each downscaling serves to detect objects at that scale

I Then, we scale everything up to the same size and
concatenate the channels

I A few more Conv-ReLU
I Finally, a Pixelwise Softmax layer is doing the rest
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Image Segmentation

Input image (w x h x 3)
Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/4 x h/4 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/8 x h/8 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/16 x h/16 x l)

Conv
ReLU
Conv
ReLU upsample 16x

upsample 8x

upsample 4x

upsample 2x

Concat

Conv
ReLU
Conv

Softmax
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Image Segmentation

I Now, with that architecture, we need to decide on the number
of channels in each operation

I Basic rule:
I Whenever you reduce one dimension, increase the other
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Image Segmentation

I Now, with that architecture, we need to decide on the number
of channels in each operation

I Basic rule:
I Whenever you reduce one dimension, increase the other
I This prevents the loss of information
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Image Segmentation

h

w

h x w x c'

h/2 x w/2 x 2c'

h/4 x w/4 x 4c'

h/8 x w/8 x 8c'
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Image Segmentation

Input image (w x h x 3)
Conv
ReLU
Conv
ReLU

Max Pool

(w/2 x h/2 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/4 x h/4 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/8 x h/8 x l)

Conv
ReLU
Conv
ReLU

Max Pool

(w/16 x h/16 x l)

Conv
ReLU
Conv
ReLU upsample 16x

upsample 8x

upsample 4x

upsample 2x

Concat

Conv
ReLU
Conv

Softmax

64 channels

128 channels

256 channels

512 channels

1024 chnls
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Deeplab image segmentation
I The created network is now (nearly) identical to the

state-of-the-art 2015
I DeepLab Image Segmentation network

I Chen, L.-C., et. al, “Semantic Image Segmentation with Deep
Convolutional Nets and Fully Connected CRFs”, ICLR, 2015

I https://bitbucket.org/deeplab/deeplab-public

I Left: input image, center: output image, right: after
refinement (not covered here)
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Some recent example networks

Kim, J. et. al. "Accurate Image Super-Resolution Using Very Deep
Convolutional Networks", Proc. of IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2016.
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Some recent example networks

Kim, J. et. al. "Accurate Image Super-Resolution Using Very Deep
Convolutional Networks", Proc. of IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2016.
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